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| Clal;de Opus 4.7 ELO SCORE
#1 (Thinking) 8 1505

/ */" Within margin of error

{#2 (Thinking) . 15031

CATEGORY HIGHLIGHTS
® #1in Writing, Literature & Language

® Top 2in Expert and Coding
® Nearly identical in occupational categories




CODING BENCHMARKS

SWE-bench Verified
Opus 4.6

opus +.7 (757

SWE-bench Pro

Opus 4.6 53.4% )
2 +11 pts

CursorBench

’ A +12 pts
TerminalBench 2.0 ' ', .
Opus 4.6 65.4% 65.4%
A +4 pts

Beats GPT-5.4 (57.7%) and Gemini 3.1 Pro (80.6%)
* on SWE-bench
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THE VISION LEAP

XBOW Visual Acuity

Resolution: 3x increase
~1.15 MP to ~3.75 MP
2,576 pixels on long edge

OSWorld-Verified: 72.7% to 78.0%
Beats GPT-5.4 (75.0%)
Document reasoning: 57.1% to 80.6%
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PARTNER BENCHMARKS

f | CURSOR
<Cy Internal benchmark: 58% to 70%

\ ) +12 point jump
[ | NOTION
@ 14% performance lift
\ ’ 1/3 fewer tool errors
( | CODERABBIT
é? Finds more real bugs
\ /' Better cross-file reasoning

“Notion reported 14% better performance
with a third fewer tool errors.”



THE MRCR COLLAPSE
78 3% (Opus 46)

Multl-Round Context Recall

Measures retrieval from long conversations

(_"Users feeding 800-line documents report outputs
completely unrelated to the content provided.” ‘)

Anthropic says MRCR is being phased out.
Users say the regression is real.



THE SILENT
TOKENIZER TAX

P R —

On Paper:

? $5 / $25 per million tokens '
Same as Opus 4.6 v/ : >

5 E—

In Practice: | [ [‘
New tokenizer consumes

*® 1.0x to 1.35x more tokens. €
Effective cost increase: up to 35%.

. y/

Anthropic’s counter:

Improved reasoning efficiency reduces total
tokens by up to 50% on complex tasks.

Whether it nets out depends
entirely on your use case.

S -/
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THE COMMUNITY IS SPLIT

I'

e CodeRabbit: finds e Reddit: 2,300 upvotes
more real bugs, better on ‘serious regression’
cross-file reasoning post

THE UPGRADE
CAMP

¢ Cursor: +12 points on * X:14,000 likes on ‘not
internal benchmark an improvement’ post

 Better instruction e Reports: fabricated
following resume data, lazy
cross-referencing

Strawberry test: Opus 4.7 said two Ps.




THE MYTHOS SHADOW

'MYTHOS

~40 organizations only
Amazon, Apple, Microsoft, JPMorgan

l Anthropic’s most powerful model I

OPUS 4.7

Generally available

Best Anthropic will sell you

A Gizmodo headline reference:
“Anthropic Releases Claude Opus 4.7 to Remind .
Everyone How Great Mythos Is” \ 09 \



Better at code. |

Better at vision. |
~Worse at long context.

More expensive in practice.

" That is the real scorecard. =~

. anthropic.com/news/claude-opus-4-7
| h'\,_ arena.ai/leaderboard/text
' imiel.dev/blog |

Follow Imiel for more AI signals
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